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1 INTRODUCTION
As robots move out of research labs and into real world environ-
ments, they increasingly have to interact with people who may lack
technical expertise and have no knowledge of what the robot is
intended to do. A certain amount of information can be conveyed
by considering how the robot’s behavior will look to a human and
altering the robot’s action to make it clearer (e.g., [3]), but there are
limits to what can be presented this way. In many cases, robots will
need to give an explicit explanation of their behavior or reasoning.
Explanations have become a very active area of research in robotics
and AI [2] with explanations used to increase transparency [4],
calibrate user trust in a system [8], or coordinate behavior with a
human teammate [9].

One particular challenge with providing explanations is find-
ing an appropriate level of detail. Human-computer interaction
research that has studied variation in the depth and correctness of
explanations has found that more thorough explanations can lead
to better mental models, but also that comprehensive detail can pro-
duce blind over-reliance rather than actual understanding [5, 10].
In contrast, recent work on explaining the decisions of machine
learning classifiers has focused on simplified explanations, recog-
nizing that modern systems are too complex for a fully-accurate
explanation to be understood [8]. Similar to classifiers, explanations
of complete robot policies with reasonable state/action spaces are
not necessarily feasible to convey. For example, the work of Hayes
and Shah explicitly checks whether a requested explanation would
include too many states and/or too many actions, in which case the
robot gives a default response that the situation is too complicated
to describe [4].

In this work, we look to existing research on how people give
their peers explanations in order to inform our decisions about how
robots should explain their policies. Social science research shows
that humans simplify or reduce explanations when constructing
them, choosing only a subset of the relevant information to include
[7]. People are also more likely to accept and correctly interpret
an explanation that they receive if it is simpler [6, 11]. Our goal
in this research is to develop a principled way for a robot to cre-
ate a reduced explanation that approximates the true policy but
is more memorable or understandable to a human. Our ongoing
research explores the trade-offs in viable options for explanation
reduction. Towards this goal, we begin by considering the problem
of explaining the general behavior of a policy to someone with zero
knowledge of what the robot will do. Our first step is to generate
reduced explanations that cover a guaranteed fraction of the robot’s
state space.

2 PROBLEM FORMULATION
We consider the case of a robot acting in the world and a human
onlooker who is watching the robot and needs an explanation
of its policy. The onlooker needs a general understanding of the

robot’s behavior, but does not necessarily need to know all of the
nuances or edge cases of the policy. For this initial work, we assume
that the explanation algorithm knows nothing about the relative
importance of different states, and that the human onlooker has no
other information with which to predict the robot’s behavior. Our
goal is to automatically generate an approximate explanation of
the policy that covers a predefined percentage of the robot’s states.

We define a robot’s state s as an n-tuple (s1, . . . , sn ), where si ∈
{0, 1} is the value of a boolean predicate bi in state s , as in [4].
For example, consider the CartPole domain, in which a robot is
attempting to balance a pole on a cart that moves left or right [1]. In
this domain, ten predicates can be used to describe the approximate
position and direction of motion for both the cart and the pole: pole
falling left/right, pole stabilizing left/right, pole standing up, cart
moving left/right, cart positioned far left/right, and cart near middle
[4]. An example state in the CartPole task is (0, 1, 0, 0, 0, 1, 0, 1, 0, 0):
the 1’s in the state represent that the pole is falling to the right
and the cart was moving left but has reached the edge of the space,
while the 0’s represent all other predicates, which are false (e.g.,
the pole is not falling to the left).

The set of all possible states is given as S = {0, 1}n . The robot
also has a finite set of actions, A, which can be taken in any state.
The robot’s policy is known to the explanatory system as a mapping
π∗ : S → A. In the CartPole domain, the policy dictates in which
states the cart should move left and in which it should move right.
Explaining the true policy π∗ may be infeasible due to the size
of S . Our goal is to find the smallest subset of boolean predicates
k ≤ n such that a complete explanation of the approximate policy
π̂ : Ŝ = {0, 1}k → A correctly explains the behavior in at least a
threshold T fraction of the states in policy π∗.

3 COVERAGE-BASED EXPLANATION
REDUCTION ALGORITHM

Our Coverage-Based Explanation Reduction Algorithm (CoBRA)
searches for approximate policies that use only k ≤ n predicates
while correctly explaining (covering) a predefined fraction of states
T . Once it finds the smallest k that meets the requirements and the
most accurate k-approximate policy, it returns an explanation in dis-
junctive normal form (DNF). CoBRA relies on two helper functions
to perform its reduction: k-Approximate and computeCoverage.

The k-Approximate function creates and tests approximate poli-
cies that use exactly k predicates. Specifically, for each combination
of k unique predicates, it projects the full state space onto a set of
“pseudostates” Ŝ containing only those k predicates. It then creates
a policy π̂ : Ŝ → A on each pseudostate ŝ by choosing the mode of
the actions from all original states s ∈ S that are projected onto ŝ .
The approximate policy on the full state space, π , is computed by
reversing the projection and assigning π̂ (ŝ ) as the action for every
state s in the preimage of ŝ . Given the k-approximate policy π and



Table 1: Reduced explanations of the CartPole domain

k Coverage Explanation

0 50% left: () // always move left

1 70% left: (not pole stabilizing right)
right: (pole stabilizing right)

2 90%

left: (not pole falling right and not
pole stabilizing right)
right: (not pole falling right and pole
stabilizing right) or (pole falling
right and not pole stabilizing right)

6 100% left: 3 states, each 4-5 predicates
right: 6 states, each 4-5 predicates

the true policy π∗, computeCoverage determines the fraction of
states in S that have the same action in π as in π∗.

Using these two functions, CoBRA progressively increases the
value of k until it finds one (the smallest, by definition) for which
there exists a k-approximate policy with coverage above the thresh-
old T . Note that in the case where two or more combinations of k
predicates all have coverage over T , the algorithm chooses the one
with the greatest coverage. To explain the resulting k-approximate
policy to the human, CoBRA outputs π̂ using DNF descriptions of
the set of pseudostates associated with each action. By only describ-
ing π̂ with k predicates, we limit the number and complexity of the
states described, reducing the explanation.

4 DEMONSTRATION ON CARTPOLE DOMAIN
To demonstrate the reductions produced by CoBRA, we present the
explanations it generates for the CartPole domain given a variety
of coverage requirements. Table 1 shows the explanations (actions
with corresponding states given by predicates) for T = 0.5, 0.7, 0.9,
and 1.0. We use the domain description with ten predicates and
two actions found in [4], as described in Section 2.

A threshold of 1.0 can be used to obtain a description of the
true policy that uses as few predicates as possible. For the CartPole
domain, CoBRA returns a complete and correct policy that has 24
pseudostates consisting of 6 predicates each. Applying Boolean
logic minimization to the states associated with each action reduces
the size to 9 states of 4 or 5 predicates, which is too long to remember,
tedious to describe, and difficult to understand.

However, if we relax the coverage requirement slightly, the size
of the policy is dramatically reduced. With a coverage threshold of
0.9, CoBRA can find an acceptable policy that uses only 2 predicates
and 3 states. Clearly, much of the complexity of the full-coverage
explanation comes from correctly handling a small number of edge
cases, which may not even be relevant to the person receiving the
explanation. Further relaxing the coverage threshold continues to
reduce the number of predicates required for the explanation. These
explanations are much shorter and potentially easier to remember
and understand.

5 CONCLUSION
In this work, we have presented a method for reducing explana-
tions of a robot’s policy by creating an approximate policy on a
projection of the state space. Despite the small size of the CartPole
domain, CoBRA achieves a 66% reduction in the number of states
and an almost 85% reduction in the number of literals in the DNF
explanation, for only a 10% reduction in the state space coverage.
This result demonstrates that it is possible to create much shorter
explanations, which may be much easier for humans to understand
and remember, with only a slight loss of coverage.

In its current form, CoBRA is most useful in domains where
a human observer truly has no other knowledge with which to
predict the robot’s behavior. In cases where prior information or
background knowledge would help a person anticipate the robot’s
general behavior, the most useful short explanation might be one
that addresses specific gaps in the person’s understanding. In future
research, we will explore ways of incorporating models of the
human’s knowledge to better target an explanation’s coverage.
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